National Technical University of Athens

School of Rural, Surveying and Geoinformatics Engineering

MSc Geoinformatics

Thesis Name:

Maturity Estimation of Open-field
Brassicaceae crops using Remote Sensing
and Deep Convolutional Networks

Vasilis Psiroukis
13 December, 2021

Supervisor: Karatzalos Konstantinos




Thesis Evaluation Committee

Karantzalos Konstantinos

Associate Professor, National Technical University of Athens
Laboratory of Remote Sensing

Department of Topography

School of Rural, Surveying and Geoinformatics Engineering

Karathanasi Vasilia

Professor, National Technical University of Athens
Laboratory of Remote Sensing

Department of Topography

School of Rural, Surveying and Geoinformatics Engineering

Fountas Spyros

Associate Professor, Agricultural University of Athens

Laboratory of Agricultural Engineering

Department of Natural Resources Management and Agricultural Engineering



Abstract

Broccoli is an example of a high-value crop that requires delicate handling throughout the growing
season and during its post-harvesting treatment. As the broccoli heads can be easily damaged, resulting
in visible stains, it is thus still harvested by hand using handheld knives. On top of that, it allows for a
very strict time window of "optimal maturity" when the high-end quality broccoli heads should be
harvested, before they remain exposed for too long in high humidity conditions and become susceptible
to fungal infections and quality degradation. Even slight delays from this time window can result in
major losses in final production, while manual harvesting is a very laborious task, not only for the
process of harvesting itself, but for the scouting required to initially identify the field segments where
several broccoli plants have reached this maturity level. The aim of this study is to automate this
process, by using a state-of-the-art Object Detection deep convolutional neural network model, YOLOVS5,
trained on multispectral UAV images collected from low altitude flights, and assess its capacity to
effectively detect and classify broccoli heads based on their maturity level. The experiment took place in
Marathon region, Greece, in a commercial organic vegetable production unit. This region is specifically
known for its horticultural production, being the main vegetable provider for Athens, the capital of
Greece, while the timing of the data acquisition flights was specifically designed to be performed a few
hours prior to the first wave of selective harvesting. The training of the Object Detection model was
conducted using various training hyperparameters and dataset (multispectral layers) configurations. The
results of the training and validation experiments indicated that the model was able to perform very
well for the task of automated maturity detection. All experimental iterations maintained an F-1 score
higher than 0.81 and a MAP@0.5 higher than 0.865, which are solid performances considering the open-
field nature of the datasets.



[epiAnym

To opyavikd Hmpokolo elval éva mopadelypa KaAAlEpyelag uvPpnAng aflag mou amattel Aemtoug
XEPLOHOUG KaB' OAn tn Sldpkela TNG KOAALEPYNTLIKAG TIEPLOSOU KOl KATA TN HMETOOUAAEKTIKN TOU
enetepyacia. KabBwg ta KepdAla TOUu UMPOKOAOU, TA OTMOLO ANMOTEAOUV TO EUMOPEVGCLUO PEPOC TOU
¢duTtoU, unopolv eUKOAA VOl UTTOCTOUV {NULA, LE ATOTEAECUA VA SnULoupyoUVTaL 0paTol TpavpaTIopoL
KOL XPWHOTLOMOL oTnV €mLpAVELA TOUC, N CUYKOULSN YIvETAL OKOUN HE TO XEPL XPNOLLOTOLWVTAG
poyaipla. Zuv tolg GAAOLG, ETUTPETEL €va TIOAU auotnpd XPoviko mapdBbupo "BEATioTng wpuotntag”
KOTA TO OTtOlo TPETEL VAL CUYKOWULOTOUV Ta KedAAla prtpokoAou uPnAng moldtnTog, PV MOpPAUELVOUV
ekTeDeLUéva yla TOAU Kalpo o ouvOnkeg uPNANG vypaciag Kal yivouv eUGAWTO Of LUKNTOAOYLKEG
MOAUVOELC Kal umoBaBuLon tng mMoloTNTAG. AKOUN Kol WIKPEC KABUOTEPHOELC AMO AUTO TO XPOVLKO
napdbupo Umopouv va odnynoouv os PEYAAEC AMWAELEC OTNV TEALKH TTAPAYWYN], EVW N XELPWVAKTLKH
ouykouLdn eivat pia oAU eminovn epyacia, OxL Hovo yla tnv idla tn Stadikacio cUYKopLdng, aAld Kot
yla TNV avixveuon Tou QImOLTEITAL VL0 TOV apXLKO EVIOTILOUO TWV TUNUATWY Tou Xwpadlol Omou ToAAd
duta punpodkoAou £xouv GTACEL O AUTO TO £MIMESO WPLUOTNTOC. ITOXOC TN TtapovoaG UEALTNG elval N
autoparonoinon autng tng Stadikaciag, He TN Xprion evog LoviéAou BaBlol GUVEALKTIKOU VEUPWVLKOU
SKTUOU avixveUoNG aVTIKELLEVWY, Tou YOLOV5, To omoio ekmatdelTnKE 0 MOAUPACLOTIKEC ELKOVEG TTIOU
OUM\EXONkav amd mtnoelg xapnAol uvpouétpou pe fuotnuota Mn-Emoavépwuévwv Agpookadwv
(EMnEA), kat n afloAdynon TNG WKOVOTNTAC TOU VA OVLXVEUEL KAl VA TOELVOUEL OMOTEAECUATIKA TO
Kepahia pmpokolou pe Baon to emimedo wPLUOTNTAC TOUC. To MElpOpA TpayUaTOmoLOnke otnv
mieploxn tou Mapabwva, o pLa epmoptkr povada mopaywyng BloAoykwy Aaxovikwy. H meploxr autn
gival dlaitepa yvwotn yla tTnv KNMEUTIKN TNG Tapoywyr, Kabwg amoteAsl tov KUplo mpopnbeutn
Aaxavikwv yla tnv ABrnva, tnv mpwteloucd tng EAAASOC, evw O XPOVOG TwV TITHOEWV OUAAOYNG
Sebopévwv oXeSLAOTNKE EL6IKA WOTE va TIPOYHUOTOTOLETOL Alye¢ WPEC TMPW aAmd TOo MPWTO KOO
ETUAEKTIKAG OUYKOULONG, WOTE va eTITUXEL Ta €€NG: 1) va StaodaAlotel OTL OAOKANPOG O AypOg NTav
AOLKTOG, HEYLOTOTIOLWVTIAE TOV aAPLOUO TNG TUKVOTNTAG TwV Oelyddtwyv o€ KABE €lkOva Kal TO
mapayouevo opBouwoaikod Tou aypol Kat 2) yia va StoodalloTel OTL pepovwpéva GUTA SLadopeTIKWY
ETUWMESWV WPLLOTNTAC UTIHPXAV 0 OAOKANPO TOV aypo, Kabwg Tote Eekvoloe n meplodog cuykoudnc. H
ekmaibeuon TOU HOVIEAOU aviyveuong avilkelwévwy OLegnxdn xpnolpomowwvtag dddopoug
ouvlUaOoUOUG UTIEPTIAPAPETPWY ekTaideuong kat cuvohou Sedopévwy (doopatika emineda). Ta
amoTeEAEoHATA TWV TIELPAPATWY ekmaibeuong kal emaAnBeuong €delav OtL To HoVTEAO rTav o€ BEon va
EKTEAECEL TIOAU KOAQ TO £pYyO0 TNG QUTOMOATOTIOLNKEVNG AVIXVEUONG WPLLOTNTAG. OAEG Ol TTELPAUOTIKEG
enavaAnyetg dratipnoav F-1 score peyaAutepo amno 0,81 kat MAP@0.5 peyaAUtepn amno 0,865.
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1. Introduction
1.1 Precision Agriculture and the Food Safety Problem

The most important challenge of modern agriculture is to achieve food security for the constantly
increasing global population, estimated to reach 10 billion people by 2050 (FAO, 2017). To assist in this
endeavor, during the last five years alone, the total volume of investments in the agricultural sector has
increased by 80%, aiming to achieve a productivity growth of 70% by 2050 under the scenario of climate
change and an expected reduction of cultivated agricultural lands (Tsouros et al., 2019).

In traditional industrial agriculture, growers manage their fields uniformly, by performing similar
operations and applying inputs at the same rate and frequency across the entire cultivated area.
However, they are aware of underlying differences within their fields, as specific regions produce higher
and better yield than others. Micro-differences in topological, chemical, and biological parameters of
the crops' growing environment directly affect nutrient availability and overall plant health, thus
creating this variability. For instance, field slope can affect soil water and nutrient retention, while
fungal infections tend to manifest in colder and more humid segments of the field. The same pattern
applies in crop diseases and weed infestations. Hence, growing conditions and stress factors will not be
consistent across a growing area, and crop productivity will naturally also vary.

When these inherent differences are not considered appropriately, agricultural inputs and operations
are often mismanaged, by committing more resources to the "wrong" zones, unnecessarily adding to
the cost of food production and increasing the environmental impact of the sector. To address these
issues, a new field management system emerged during the 1990s’, when tools such as positioning
systems (i.e. the Global Positioning System/GPS that became fully operational in 1993) that enabled the
monitoring of the aforementioned variability, became widely accessible. The fundamental challenge was
to optimally manage all zones within a field according to their different production capacities. This way,
a new farming management concept, that was based upon observing, measuring and responding to
inter and intra-field variability in crops emerged, and became widely known as Precision Agriculture
(PA). Many definitions of PA exist and many people have different ideas of what PA should encompass.
One of the most widely used definitions comes from the US House of Representatives (1997), referring
to PA as “an integrated information and production-based farming system that is designed to increase
long term, site-specific and whole farm production efficiency, productivity and profitability while
minimizing unintended impacts on wildlife and the environment”.

In general, PA is a crop management system that, instead of managing whole fields as a single unit,
attempts to divide them into smaller segments, and then distribute inputs and resources according to
their actual needs. The ultimate objective of PA is to optimise production efficiency and yield quality
while minimizing environmental impact and food safety risk. This is achieved through the deployment of
novel technological components that generate data streams of multiple environmental, soil and crop
parameters, thus enabling a data-driven decision making production approach. These technologies vary,
from field-level stationary or machinery-mounted sensors, to aerial systems and satellite platforms.



1.2 Yield and Maturity Estimation

Crop yield is the most important piece of information for crop management in precision agriculture.
Early crop yield estimations are valuable insights that allow farmers to optimize farm-level decisions, like
the upcoming farming operations scheduling or farm management decisions such as whether to sell or
store the final product. At the same time, yield forecasts can act as an assessment tool for the expected
income of each production unit, while also enabling an efficient transfer of the production from the
farm to the food supply chain.

Traditionally, crop yield estimations were performed by in-field sampling, such as destructive methods
that include biomass weighting and grain size measurements during the latter growth stages of the
crops. Naturally, limitations such as the difficulty in applying manual sampling in large fields and the high
level of uncertainty in the estimations due to the low volume of data provided set such methods as
ineffective and unreliable. The development of crop-specific models provides an accessible solution that
can drastically decrease uncertainty while minimizing the efforts required for their applications. Yield
and maturity forecasts using agrometeorological data as inputs for a statistical regression is a common
technique that has been used in many experiments (i.e. Lobell et al., 2009) and research programs
(NASS, 2006). After data from multiple years has been collected and used to create a matrix of historic
yield data and recordings of several agrometeorological parameters, a regression equation is derived
that describes yield or maturity as a function of multiple agronometeorological parameters.
Additionally, during the development phase, potential stress instances are identified and registered as
risk factors which are also integrated into the models. This way, the models become robust and capable
of providing accurate forecasts even in unusual situations, such as the occurrence of a heat stress or
frost during certain growth stages that ultimately affect yield. Such models naturally become more
accurate and robust as the volume of data provided as inputs is increased. The recent boom in
agricultural data caused by the widespread accessibility of sensors in the agricultural sector can allow for
more complex models to be adopted, by providing constant datastreams generated from sensing
networks in each field separately throughout the cultivation periods.

Crop-specific yield and maturity prediction models are developed by identifying which parameters
influence crop growth and development the most. These are the factors that cause large spatial yield
variability and crop development within a single growing season, and include weather conditions, soil
properties and farm management procedures such as tillage and irrigation. For maturity detection
approaches using imagery data, the critical parameters are often distinguishable through visual
characteristics of the crops. These factors include but are not limited to changes in spectral reflectance
for cases were low resolution imagery data are used for field-level estimations (i.e. satellite data), or
crop-level development stage identification, such as blooming, in cases were higher resolution data are
used (i.e. low altitude aerial or proximal imagery). Once these factors and their level of influence on crop
growth have been determined through experimental trials, the weight of each factor is assigned to the
respective parameter in the model's mathematical equations. As a result, in the following growing
seasons these factors are then used as inputs in the model, generating estimations for crop growth,
development and ultimately yield based on data from the current season (Hogenboom et al., 2004).



As vyield is highly correlated with biomass, it is used to estimate yield to be harvested on the fields
several weeks in advance, providing a valuable tool for harvest planning and farm economics to the
farmers. In the case of remote sensing based models, field-level measurements collected in the
experimental sites are used as reference data for validation of the remote imagery, as well as a
calibration factor of the models. In case a crop-type demonstrates rapid change in its characteristics, the
correlation of a certain parameter with final yield is considered significant only after a certain growth
stage (i.e. the flowering of Brassicaceae plants), with this period being identified as a critical stage, and
data during this period are assigned a higher weight due to their direct correlation with maturity level
and final yield.

1.3 Remote Sensing
1.3.1 Remote Sensing in Agriculture

Remote sensing is the ability to collect information of an object without any physical contact with the
object itself (Lillesand and Keifer, 1994). More specifically, it is the process of detecting and monitoring
the physical characteristics of an area or target by measuring its reflected and/or emitted radiation from
a distance. Therefore, remote sensing sources in general context include any form of data, collected
from several meters (Unmanned Aerial Vehicles), up to several hundred kilometers (satellite platforms)
above the target. Remote sensors can be either passive or active. Passive sensors respond to external
stimuli and record the energy that is reflected or emitted from the observed target. The most common
source of radiation detected by passive sensors is reflected sunlight. On the other hand, active sensors
use internal stimuli to collect data, by projecting energy to the target and measuring a specific property
of the process. For instance, in the case of a laser sensor, the measured attribute is the time that it takes
for the energy to reflect back to its sensor and be recorded. Human vision is a form of remote sensing,
and more specifically, a passive one. Through our eyes, the target's reflection is converted into a set of
information such as its color and shape. Visible light in the form we perceive it, also known as the visible
spectrum, is described by a wave function, the frequency of which determines what we perceive as
"color" for everything we see. However, this is but a very small part of the electromagnetic spectrum.

Depending upon the wavelength of the energy and characteristics of an object, energy gets reflected,
absorbed, or transmitted. Generally, all objects have a high reflectance in the color spectrum we see, as
they absorb energy in all spectrums of the visible light, except the one that reaches our eyes. If an object
changes color, it becomes distinguishable because essentially the change in reflection took place within
the visible spectrum. For example, an unripe green-yellow tomato has ripened and it now appears red,
because in its current state it reflects more light in the range of 650-730 nm, which corresponds to the
red color. Such observations have led to the following questions: since changes in the visible spectrum
are immediately perceptible to us, and have an effect on the properties of the object, what happens to
changes in spectra that we cannot see with our eyes, and of course, what kind of information can we to
take if we can measure them?

Plants have a special behavior in terms of light reflectance, as photosynthetically-active tissues
demonstrate high absorption of Red light, while reflecting the largest portion in the Green spectrum -



and therefore appear green to us (Tucker, 1979). Photosynthetically active radiation (PAR) is the spectral
range of solar radiation from 400 to 700 nm that photosynthetic organisms are able to use in the
process of photosynthesis. However, there is another unique ability of vegetation: it also reflects most
of the Near-Infrared (NIR) light that hits it, due to the spongy mesophyll (Tucker, 1979). In this area,
sturdy plants have very high rates of reflection, and under stress plants under reduction show a
decrease in its reflection. Therefore, healthy plants with high photosynthetic activity normally reflect
most of the NIR light that hits their leaves (700-800 nm), while they absorb most of the Red one (630-
670 nm). If this is not the case, it is an indicator that something prevents the plants from performing
their biological functions properly. Such factors can vary, from a source of stress, to a disease infestation
(Tucker et al., 1980). These deviations can be detected quicker by identifying variations in reflectance,
before they become visible to the human eye, via specific symptoms such as chlorosis, when the leaves
no longer appear green to us. This reflectance behaviour or "profile" is called spectral signature, and is
the basis for remote sensing applications in agriculture as it can provide direct information about crop
health and overall condition. Remote sensing leverages on this spectral signature to estimate the
properties of plants through non-destructive processes in a fast and accurate way (Moran et al., 1997),
and has a wide range of applications in agriculture, including but not being limited to crop growth
monitoring, crop yield and quality estimation, identification of irrigation needs, as well as biotic and
abiotic damage such as pests infestations, disease infections, hail damage, flood and drought damage
(Mondal and Basu, 2009).

The characteristic property of the spectral signature and the potential it held in all these applications in
agriculture sparked the rapid development of numerical indices resulting from simple formulas using the
percentage reflections in selected "critical" spectra. These indices are called vegetation indices (VIs), and
are mathematical quantitative combinations of the absorption and scattering rates of plants in different
bands of the electromagnetic spectrum used to detect, quantify and monitor specific crop-related
parameters. Vis provide a simple yet elegant method for measuring plant responses throughout the
season, exploiting the basic differences between soil and plant spectra, and are often calculated as a
type of relationship between reflected light in the visible and NIR bands. Many such indices were rapidly
created to cover a variety of different applications since satellite imagery became widely accessible,
starting in 1972 (Cihlar et al., 1991), with the launch of Landsat 1. In 1973, however, Rousse introduced
the Normalized Difference Vegetation Index (NDVI), calculated as the ratio of the difference and the sum
of the reflectance in the NIR and red bands, which remains the most widely used index to this day. As of
today, several hundreds of VIs have been developed, to address specific problems in the agricultural
sector alone, such as crop monitoring, disease detection, irrigation and input applications optimisation,
crop identification, as well as yield estimation and maturity identification (Anastasiou et al., 2018).
Naturally, the first remote sensing datasources integrated to yield forecasting models where satellite
imagery derived VlIs (Tucker et al., 1980), due to the ability of spectral data (and especially in the NIR-
based VIs) to calculate biomass and crop vigour, parameters directly related to final yield. High image
acquisition costs and low spatial resolution were always an obstacle in many applications and adoption
of satellite imagery, however, recent open-source satellite platforms such as ESA’s Sentinel-2 can
provide imagery of very high resolution without any cost to the user. Nevertheless, inherent limitations
of satellite data still exist to this day.



1.3.2 Levels of Remote Sensing

The collection of remote sensing imagery data is achieved with a common principle, "isolating" specific
spectral bands using sensors that allow the collection of these data, and is performed in three (3) levels,
based on the proximity of the platform that carries the sensors (and therefore sensing distance) to the
target or observed area. The first level consists of satellite platforms, orbiting at 700-800 km above the
earth’s surface. Although modern satellite instruments can offer very high resolution, large-scale
multispectral imagery even in the form of open data (Sentinel-2 offers 10x10 m2 resolution for the most
commonly used bands), problems such as cloud coverage and the revisiting frequency (the interval
between each time a satellite platform of the constellation captures data of an area during its orbit) are
inherent to this sensing form and will most likely continue to remain for as long this remote sensing
method is used (Zheng et al., 2017). The major advantage of satellite remote sensing is that they require
no physical presence on the observed area whatsoever, and in the case of open data, there are
practically zero costs associated with their acquisition, as no sensing equipment is required (Segarra et
al., 2020). Furthermore, they often require little expertise and technical knowledge to perform simple
tasks, such as the generation of a vegetation index map and a simple statistical analysis of an agricultural
field. Finally, satellites provide long-lasting archived data time-series, e.g. in the case of Landsat,
reaching up to 50 years in the past when the first Landsat satellite was launched to orbit.

The second level is the oldest remote sensing application, and it involves the collection of data from the
ground at a proximal level. This method naturally offers the highest possible accuracy, reaching sub-
meter sensing distance from the target, but with data collection being more time consuming, laborious
and challenging. This form of data collection not only requires physical presence at the observed area,
but also at each sampling location itself. There is some confusion on whether this method of data
collection can truly be considered "remote", but if we follow the fundamental term of remote sensing,
then it naturally falls under this category as no direct contact with observed targets occurs in any form
during data acquisition. In the case of agricultural proximal remote sensing, the process is usually
performed with the sensing system mounted on a suitable terrestrial vehicle that cruises across the
field, but can often be performed on foot, mostly in cases of horticultural crops where the risk of soil
compaction and high vegetation coverage in late crop growth stages do not allow vehicles to cross the
field. Furthermore, for mountainous terrains such as orchards, vineyards or grasslands with steep
slopes, this form of sensing is not only very difficult to perform, but also dangerous. Generally, collection
of reflectance data on a proximal level is performed as ground truth data, to validate the data of other,
more distant remote sensing sources (Zhou et al., 2018).

At the final level we encounter aerial remote sensing. This category can be further divided into two (2)
sub-categories, based on the platforms used, and once again, the proximity - in this case, the altitude of
the platform. The first one is aerial photography performed by manned aircrafts, which was the first
form of aerial surveying, and usually takes place at altitudes of around 500 m above ground. The first
instance of this remote sensing form was performed by Gaspard-Félix Tournachon, a French
photographer better known with his artistic name Nadar, who captured photographs of Paris, France,
from a hot air balloon in 1858 (Holmes, 2013). In modern manned-aircraft aerial imagery, the data
collection process involves light aircrafts carrying the sensing systems, which consist of the sensing
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devices (cameras) accompanied by stabilisation components as well as positioning and orientation
instruments. This method naturally offers significantly higher resolution and overall data quality
compared to satellite imagery, although the high cost acquisitions and the sheer difficulty of both data
acquisition and processing have resulted in this method becoming less and less popular in agriculture, as
other, easier to deploy options such as UAVs become available and more accessible. However, as
manned aircrafts are more weather tolerant and wind resilient, they still often remain the only viable
option when imagery of areas with sustained high wind speeds and strong gusts should be collected
(Liknes et al., 2010). In the second sub-category of aerial imagery we encounter UAVs, the most recent
form of remote sensing.

The second sub-category of aerial imagery consists of the most recent type of remote sensing platforms,
UAVs, which in recent years have become a hot spot for practical research and applications across the
agricultural sector. UAVs have a unique ability to collect high quality imagery data in a very efficient way,
enabling the conduction of a broad range of surveying operations and numerous applications in
cultivated fields. UAV remote sensing provides a nondestructive and cost-effective way for rapid
monitoring of agricultural fields using accessible and cost-effective platforms, capable of flying at low
altitudes and capturing images of unparalleled spatial resolution (Matese et al., 2015). Moreover, as the
flights are performed by human operators on demand and are much easier to be deployed than manned
aircrafts, UAVs offer a potentially very high temporal resolution. The only barriers are the environmental
conditions that may not allow for the aircrafts safe operation (Burkart et al., 2015). The choice of
acquisition timing and frequency is an essential characteristic for multiple agricultural applications with
strict time windows. Moreover, the ability of UAVs to acquire data close to the surface and the
integration of correction systems (i.e. sunlight correction sensors) makes UAV imagery collection
unaffected by cloud coverage (Berni et al., 2009), similarly to manned aerial flights. Another advantage
of UAVs is their capacity to carry multiple sensors, as different sensing systems can easily be mounted
and unmounted through aircraft modifications and gimbals. Naturally, different sensors cannot perform
optimal data collection during a single mission flight, as their required flight parameters may vary, thus
individual flights for each sensor may be demanded. Nevertheless, the possibility of a single aircraft
being capable of generating multiple datasets is still a major advantage, especially when taking into
consideration the time efficiency of UAV flights and the relatively low acquisition costs of both the
aircrafts and their sensing components.

From what has been described so far, it would appear that UAVs maintain all the advantages of other
remote sensing platforms, without any of their limitations. This is obviously not the case, as there are
several drawbacks associated with both their operation and data handling. Several studies have
investigated the UAVs’ advantages and disadvantages over other platforms (Laliberte et al., 2007; Zhang
and Kovacs, 2012; Lucieer et al., 2014; Colomina and Molina, 2014; Pajares, 2015; Mogili and Deepak,
2018) as well as their inherent limitations (Jones et al., 2006; Hardin and Hardin, 2010; Hunt et al.,
2010). Initially, although UAVS are highly flexible in their deployment, a ground operator is still required
on the observed area. On top of that, the ground operator should be a highly trained, and often
licensed, pilot. Despite UAV imagery data being considered of higher-quality compared to satellite, they
demand management of large volumes of data and pre-processing, and the generated datasets are



limited to the data collected by the user himself. On the other hand, satellite data time-series are easily
available on web-based platforms and are generally ready to analyze. Furthermore, UAV provides data
at a resolution unreachable by satellite but cannot rival the latter’s observed extent and remains
constrained in particular territories by national and/or international legislation. As UAVs are remotely
guided, they require a constant link with a ground control system, and this direct connection is
vulnerable to interferences that can easily disrupt connection, leading to a loss of control over the
aircraft. Finally, challenges regarding autonomy and flight duration, aircraft stability, susceptibility to
weather conditions, regulations and restrictions regarding their operation, platform and sensing
components' failures and payload capacity are all active problems that are currently optimised by the
UAV manufacturers. An analysis of the advantages and limitations of each remote sensing method is
presented in the following table, based on the analysis of Delavarpour et al. (2021) (Table 1).

Table 1. Characteristics of different remote sensing platforms (Delavarpour et al., 2021).

Specification Ground-Based Satellite Manned Aircraft UAVs
Cost Low Highest High Lowest
Operating environment Indoor/ outdoor Outdoor Outdoors Indoor/outdoor
Time-consuming Long Shortest Short Short
Labor-intensity Highest Low High Medium
Operational risk Low Moderate High Low
Trained pilot requirement No No Yes No
Automatic crop spraying No No No Yes
Spatial resolution Highest Low Moderate Highest
Spatial accuracy Moderate Low High High
Temporal advantage No No No Yes
Adaptability Low Low Low High
Maneuverability Limited Limited Moderate High
Deployability Moderate Difficult Complex Easy
Susceptibility to weather Yes Yes Yes No
Repeatability rate Minutes Day Hours Minutes
Feasibility for small areas Yes No No Yes
Autonomy and sociability Low Low Low High
Real-time data availability No No Yes Yes
Limited to specific hours No Yes No No
Running at low altitude No No No Yes
Ground coverage Smallest Large Medium Small
Observation range Local Worldwide Regional Local
Operational complexity Simple Complex Complex Simplest

1.4 Unmanned Aerial Vehicles
1.4.1 UAVsin Agriculture

UAVs, or simply drones, are typically light weight, low airspeed remotely operated aircrafts, established
as a highly efficient platform for remotely sensing data gathering missions across multiple domains and
scientific disciplines. UAVs can carry a varied array of sensors and electronics, ranging from image
acquisition sensors (visible, multispectral and hyperspectral cameras) to active sensing systems (e.g.
LiDAR) and integrated automation mechanisms (e.g. real-time actuators or spraying systems). UAVs are
the up-and-coming tools that have developed the most in recent years for use in the agrifood sector. By
2030, the Agriculture UAV Market is projected to reach over $32 Billion, with a CAGR of 7.1% during the
following years, making it the second biggest addressable market for drone solutions, after construction
(FAO, 2018; PWC, 2017). The main reason behind the widespread use and interest for UAVs is their wide
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range of applications along with the unparalleled efficiency and flexibility they offer, for each and every
specific situation (Tsouros et al., 2019; Yang et al., 2017). They have a unique capacity to cover large
areas, provide data of very high spatial resolution at a high temporal frequency, without damaging the
growing environment or disrupting the observed ecosystems. For these reasons, UAVs have also
become a heavily utilised tool for many emerging applications in the area of ecological monitoring and
biodiversity conservation, domains which are closely related to agriculture. UAV derived aerial imagery
data can pick out anomalies that are difficult to be spotted while on the ground, providing a complete
image of cultivated fields at a bird’s eye view. The capabilities of UAVs in agriculture, however, are not
limited to just locating problem areas. They are useful in monitoring several crop growth parameters
throughout the season, while the emergence of data science and computer vision applications in
agriculture has enabled very sophisticated applications, such as crop stress and disease identification,
weed infestation mapping and plant-level yield and maturity identification.

Finally, concerns about operation safety and flight regulations emerged as the number of UAVs
operating across the globe, for both recreational and professional purposes, increased rapidly. Drones
by themselves can cause injuries to the operators and nearby individuals, because of their quick
movements and their rotating parts, sharp blades and edges. Naturally, to address these issues,
regulatory frameworks that prevent any potential risk associated to the use of UAVs such as forbidden
flight areas and/or requirement for UAV operator certifications have been created across the world,
however, they greatly vary among countries, while a number of UAV operators are completely unaware
of the regulations in their counties (Stocker et al., 2017). One of the most common regulatory strategies
across Europe is the requirement of different certifications from UAV pilots, based on the type of flights
they execute, but most importantly, based on the characteristics of the aircraft they operate.

1.4.2 UAV Types

Considering the sizes, configurations, and characteristics, of UAVs, several classifications have been
suggested in different studies (Shakhatreh et al., 2019, Tsouros et al., 2019) and different regulatory
frameworks exist in different countries or regions, with the take-off weight of the aircraft being often
what determines what set of regulations it falls within. Modifications and customizations of the
structure of both fixed-wings and rotary-wings are common practices in agriculture to adapt UAVs in
unstructured environments of field conditions (Gatti and Giulietti, 2013). A common modification in
agricultural UAVs involves the removal of some redundant structural material and their replacement
with carbon-fiber-composite parts, to reduce the mass and increase strength (Hunt et al., 2015). This
allows superior performance and enhanced agility in take-off and landings operations, while also
enabling longer flight autonomy and area coverage, but often at the cost of aircraft stability (D’sa et al.,
2016). Regardless of modifications, however, UAVs should maintain limited width and high agility to
respond quickly to sudden external disturbances such as gusts of wind to minimise the drift, allowing
them to hover in place until the risk is minimised. These adjustments should also be considered during
mission planning and flight designing, as they affect the no-payload and maximum take-off weight of the
aircraft. There are three (3) major types of UAVs frequently used in PA applications: 1) fixed-wing, 2)
rotary-winged and 3) hybrid Vertical Take-Off and Landing (VTOL) UAVs.



Fixed-wing UAVs are typically launched from a launcher catapult-like ramp as they require building
momentum in order to take-off. Some very light aircrafts, such as the SenseFly eBee can be launched
manually, without the need of a ramp or additional mechanism (Figure 1). Regardless of takeoff method,
they require runways for landing, as there is very little control during this phase of the mission. The
navigation control is succeeded through actuation of certain surfaces in the wings, known as aileron
(controls pitch), elevator (control roll) and rudder (controls yaw) (Figure 2). Fixed-wing UAVs offer the
greatest autonomy out of the aforementioned aircraft types, being capable of traveling several
kilometers from the launch point and covering larger areas much more efficiently. These characteristics
make them excellent platforms when obtaining fast and detailed information of large agricultural fields
is the objective of the mission. However, as these aircrafts are not propelled vertically by any
mechanism that allows them to hover or levitate, they should maintain a minimum air-speed
throughout the mission flight to ensure that the generated lift cancels out the weight and the aircraft
does not lose altitude. Therefore, fixed-wing UAVs are not capable of performing slow air-speed
missions, and as a result, they are required to fly at higher cruise altitudes, not only for safety reasons,
but also to achieve the desired overlaps on the collected image dataset (described in detail in the
following chapter). Naturally, this type of high altitude flights decreases the maximum data resolution
that can be obtained as well. Overall, fixed-wing UAVs are preferred for heavier/denser payloads and
missions that require longer flight endurance, due to their higher autonomy and payload capacity [48].

Figure 1. Example of a fixed-wing UAV, the senseFly eBee (SenseFly).
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Figure 2. Visualisation of the manned-aircraft-borrowed terms Yaw, Pitch and Roll (source: Pix4D.com1).

The second category, rotary-winged UAVs can be further divided into subclasses based on the number
of their rotor blades (Figure 3). Their common characteristic is that they can hover in place, which is
usually their default action when they do not execute or receive any orders. They are agile and highly
maneuverable aircrafts, capable of executing very demanding flight missions, as they can hover or move
along a target in close quarters. Furthermore, they can vertically take-off and land in place, and they do
not require airflow over the blades to move, as the required airflow is generated by the rotation of the
blades. The main advantage of rotary-wing UAVs is that they can fly in lower altitudes with lower
speeds, which results in a very high resolution collected data. As it is expected, however, they can cover
smaller areas compared to fixed-wing UAVs and require a longer flight time over the same area to cover
it properly. Increasing the number of rotors results in lower crash risk, higher stability during cruising
and hovering. This results in lower vibrations, translated to lower levels of blur in collected images, even
without the presence of gimbals and stabilisers and under higher wind speeds or even in the presence of
gusts.

! https://support.pix4d.com/hc/en-us/articles/202558969-Yaw-Pitch-Roll-and-Omega-Phi-Kappa-angles
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Figure 3. Example of a quadcopter UAV, the DJI Inspire 2 (SZ DJI Technology Co.).

Finally, efforts have been made to combine the fixed-wing and rotary-winged UAVs into hybrid models
in an attempt to develop a system that maintains their respective advantages while overcoming their
limitations (Bapst et al., 2015). Such aircrafts are called Vertical Take-Off and Landing - VTOL, and
combine the cruising flight efficiency of fixed-wing aircraft with the convenient vertical landing of their
rotary counterparts (Figure 4). The main flight strategy of VTOLs, however, remains similar to the fixed-
wing UAVs, and thus the inability to perform low airspeed flights still exists. To properly address this, a
VTOL aircraft also requires a specific system to allow the transition and reposition of the rotors after
take-off, something that increases both complexity and manufacturing costs. Simple VTOL aircrafts have
found applications for missions where large fields in steep and uneven terrains (i.e. mountainous
orchards or vineyards) should be covered, as they do not require areas with no obstacles to take-off and
land, something that is often difficult to locate in these terrains. Moreover, the transition between
rotary and fixed-wing modes during the flight heavily impacts the aerodynamics of the aircraft,
something that often leads to very challenging aircraft control situations, demanding high skills from the
VTOL operator. Complete comparisons of fixed-wing, rotary-wing, and hybrid UAVs are presented in
Table 2. In general, the characteristics and configurations of the UAV depend exclusively on each
different application.
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wingtra

Figure 4. Example of a VTOL UAV, the Wingtra-One (Wingtra AG).

Table 2. The characteristics of different UAV types (Kanellakis and Nikolakopoulos, 2017).

Advantages Disadvantages
Multi-Rotor e VTOL flight e Area coverage

e Hover flight o Limited payload

e Maneuverability e Short flight time

e Indoors/outdoors
o Small and cluttered areas

e Simple design

Fixed-Wing e Long endurance e Launch-Landing specific space
e Large coverage e No hover flight
e Fast flight speed e Constant forward velocity to fly
e Heavy Payload
Hybrid e Long endurance
e Large coverage e Transistion between hovering and forward flight
e VTOL flight

In the selection of the UAV alone, multiple different characteristics should be considered, such as the
system's performance, autonomy and load capacity, which are all critical for agricultural applications. To
this end, a detailed analysis should be conducted, taking into consideration the unique aspects and
requirements of each foreseen application, and then deciding on the optimal UAV and sensor
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configuration to achieve these objectives. Moreover, a proper risk management analysis should be
included in the analysis, as environmental factors such as turbulence, gusts and extreme temperatures
drastically affect the components, performance and safety of the aircraft and nearby people. Therefore,
careful consideration of both proper aircraft components and mission planning is the only way to
effectively address the aforementioned factors, which is crucial for agricultural UAV applications.

1.4.3 Sensor Specifications

There are several types of sensing systems that can be mounted on UAVs for agricultural applications.
The most commonly used type of sensor is a camera, collecting imagery data on the reflectance from
the crops in specific spectral bands. As flight planning is based around the characteristics of the sensing
system carried by the UAV, there are several factors that should be considered when selecting the
sensing system in the first place. For each particular application, a set of basic sensor parameters,
namely spatial resolution, spectral resolution and radiometric resolution are what determine whether
the sensing system is appropriate for this application.

Spatial resolution refers to the size of the smallest object that can be detected in an image, or simply the
size that a pixel, the smallest unit in an image, covers in the real world. A spatial resolution of 50 cm
means that each pixel represents an area of 50x50 cm”. The smaller an area represented by one pixel,
the higher the resolution of the image, and therefore more distinguishable and detectable are smaller
objects.

Spectral resolution describes the ability of the sensor to define wavelength intervals. For each spectral
band that the sensor can sense and generate data, shorter wavelength widths can be distinguished in
higher spectral resolution images on this band. An example of finer spectral resolution is a hyperspectral
sensor capable of measuring energy in narrower bands (often 10-20nm) compared to a multi-spectral
sensor (which normally ranges around 50nm). The narrow bands of hyperspectral imagery are more
sensitive to variations in measured spectral bands and therefore have a greater deviation detection
capacity compared to multi-spectral imagery.

Radiometric resolution refers to the sensitivity of a remote sensor to variations in the reflectance levels
of a single spectral band. The higher the radiometric resolution of the sensor, the more sensitive it is to
small differences in reflectance values, allowing for more precise detections on a specific portion of the
electromagnetic spectrum.

1.4.4 Mission Flight Methodologies

As described in the previous Chapter, UAVs are small unpiloted aircrafts with on-board positioning
system devices, stabilizing on-board 3-axis gyro sensors, allowing them to fly autonomously given a
certain set of predefined commands from the Ground Control Station (GSC). This set of commands is
usually a sequence of points in the real world (waypoints), that the aircraft is tasked to navigate towards
using its internal positioning and orientation systems. Each waypoint, which is perceived by the UAV as a
set of orders, includes not only the coordinates of the waypoint, but also other flight parameters, such
as cruising speed and altitude. These parameters can be either fixed for the entire duration of the
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mission flight, or change from point to point. Moreover, certain actions are also provided in the form of
orders, such as take-off and landing, as well as the signal to trigger certain components (i.e. the sensing
device to capture an image) whenever there is an established link with the UAV (Figure 5).
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Figure 5. A predefined waypoint flightplan (left) and the commands received by the UAV (right).

Based on the existence of an established link between UAV and sensing device(s), two methods of flight
missions exist. Prior to that, however, a number of other flight parameters should first be presented.
The objective of most agricultural UAV missions is to create a 2D map of the surveyed field. 3D
modelling of agricultural crops is another critical aspect of UAV surveying in agriculture, demanding its
own methods of mission flight design and execution, but will not be analysed as it falls outside the scope
of this thesis. The UAV 2D mapping process involves the collection of individual images to create
orthophotogrammetric (or orthomosaic) maps. The photogrammetric process essentially “stitches” each
individual image with its neighbours, based on geo-reference metadata and their extracted common
features (the common points between neighbouring images). To achieve this, the generated dataset
should guarantee that the sequence of aerial images can meet the photogrammetric requirements and
there are enough corresponding feature points to complete image mosaicking. To this end, a number of
flight parameters related to the function of both the aircraft and the sensing device should be
determined and combined in a delicate way to ensure that the dataset is eligible for mosaicking. The
first parameter that is often considered when designing a UAV flight mission is the sensing instruments
field of view. It is expressed in two (2) angle values, representing the vertical and horizontal field of view
respectively. Through these values, we can easily calculate the area covered by the sensing instrument
in each image capture, by calculating the triangular values of these angles and the perpendicular side of
the aircraft’s altitude (Figure 6).
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Figure 6. Example of an aerial sensing system's FOVs and sampling area values.

Image overlap is the parameter that ensures that sufficient common features between the dataset's
images exist, and therefore high-quality mosaicking is achievable (Haala and Rothermel, 2012). In aerial
imagery, there are two overlap parameters: front overlap (or frontlap) and side overlap (or sidelap)
(Figure 7). In agricultural surveys, UAVs normally move in straight lines, called flight lines. Frontal
overlap represents the overlapping percentage of consecutive images captured on the same flight line.
Sidelap refers to the percentage of overlap between different flight lines, or simply the common area
scanned between neighbouring images of consecutive flight lines (Figure 7). Overlaps are the only
parameter that are affected by all other flight parameters, both related to the aircraft (i.e. speed and
altitude) and the sensing device (i.e. camera field of view and capture interval) (Xing et al., 2010,
Dandois et al., 2015; Fraser et al., 2018; Torres-Sanchez et al., 2018). As a result, they are considered a
standard requirement, and are the first parameter to be taken into consideration. A common practice
for nadir flights (the most common type of flights in agricultural surveys, where the flightlines are
parallel to the earth's surface and data is collected vertically, with the camera's field of view being
perpendicular to the ground), a standard practice is to design flightplans with 70% and 80% frontal and
side overlaps respectively (Ni et al., 2018), as higher values might result in unnecessary large volumes of
data and higher processing times at later stages.
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Figure 7. Representation of the front and side overlap parameters (image source: Medium.comz).

Ground Sampling Distance (GSD) is a critical parameter in all drone mapping and surveying projects. GSD
is defined as the distance between the centres of two adjacent pixels measured in the real world (the
ground, in nadir flights). Essentially, GSD translates distances in the final orthomosaic to actual distances
on the ground (Figure 8). It is described in side length per pixel (cm/px), and is related to the camera's
focal length and resolution (number and arrangement of pixels), and of course the camera’s distance
from the surveyed area (altitude). The further the camera is from the target, the less ‘space’ the target
will occupy on the image. GSD scales linearly with the drone’s altitude if it is carrying a camera with a
fixed focal length lens, and linearly with focal length if the camera has a variable lens. Naturally, lower
altitude flights improve the GSD and smaller objects become more distinguishable in the final
orthomosaic. GSD is highly dependent on each specific survey and application. For simple crop
monitoring tasks, a higher GSD is acceptable (i.e 5-10 cm/px). For tasks where smaller objects should be
clearly visible to the final image, however, GSD should be considerably higher (i.e. lower than 2 cm/px),
and the entire flight plan should be designed to ensure this value.

2 https://medium.com/@Kkitty.j/what-does-overlap-really-mean-in-3d-modelling-cf8d321bf25
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Figure 8. Representation of GSD, based on aircraft altitude (image source: Wingtra.comg).

Altitude and speed are the two aircraft-related flight parameters that must be properly balanced to
produce high-resolution imagery with sufficient overlap values. Lower altitude flights generate data of
higher resolution (GSD), however, the aircraft must travel at a lower speed to avoid distortion and
motion blur, as well as to maintain sufficient frontal overlap. Moreover, the flightlines should become
more dense, to ensure sufficient side overlap, as the camera moves closer to the ground and the area
scanned with its default field of view is reduced. As a result, flight duration increases significantly, and
often the operators are met with challenging situations where the data quality and flight efficiency
trade-off should be optimised (Psiroukis et al., 2021).

The final parameter of flight planning is the data capturing method of the UAV system, and two different
approaches exist based on whether the UAV has an established link with the data capturing device
(camera sensor). The first method is the most common one, when there is no established link between
the sensing device and the aircraft. In this case, the sensing instrument is set to capture data at a fixed
interval, and the entire flight mission is designed around this parameter. This case perfectly represents
one of the very first definitions given to aerial photography, by Delatil in 1961, referring to it as "a
means of fixing time within the framework of space" (Weng, 2012). The second method involves a set
communication between the aircraft and the camera. In this case, the entire flight plan is designed to

3 . . ) ] )
https://wingtra.com/mapping-drone-wingtraone/image-quality/
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achieve the desired parameters (overlaps and GSD), and the capturing interval is calculated last, as the
system can signal the sensor on when to capture each image, essentially adjusting the capture speed in
real time. The signal is either triggered when the UAV has travelled a certain distance since the start of
each flight line or the previous capture, or a certain time between captures is calculated at the start of
each flight line (according to the predefined overlaps) and the sensor captures in this interval.

Finally, another parameter that should be considered when designing a UAV flight mission is aircraft
stability. This parameter cannot be quantified by a certain metric, but should be always optimised in an
attempt to maximise the quality of the collected data. Drones have known operational limits, set by the
manufacturer, corresponding to the environmental conditions under which the aircraft can operate
safely. High wind speeds and the presence of gusts and turbulence are the most common factors for
flight cancelations. Even within the safe operational limits, however, the UAV might be able to
successfully complete the mission, but the quality of data might not be as high as expected. This is
because aircraft stability is a crucial factor for collecting high-quality images, and it is heavily impacted
by wind parameters. Collision with gusts can tilt the aircraft and the sensing system in certain angles,
deviating from its nadir position and resulting in data captured from an oblique angle. This causes
distortion in the final orthomosaic map, which reduces accuracy and limits the potential for accurate
measurements and reliable surveys. Moreover, most drones have been assigned with their operational
limits when flying by themselves. In the case of customisations, the modifications alter the aircrafts
aerodynamics, while the integration of additional payloads (i.e. the sensing devices) also affects the
airborne response capacity and agility of the UAV. To address these issues, two (2) common methods
have been devised to ensure UAV stability: 1) the use of controllers that keep the aircraft level when hit
by gusts, allowing it to recover quickly and 2) the use of gimbals for the mounted cameras, to maintain
the nadir capture angle even when the UAV is not level.

1.5 Artificial Intelligence
1.5.1 Computer Vision and Machine Learning

Humans have the ability to instantly recognize what objects are demonstrated in the image with a single
glance. The human visual system is fast and when combined with the human knowledge, it enables the
accurate judgment about the nature of the object, something that allows us to perform complex tasks
with little to no conscious effort. For machines, however, this is a very challenging and complex task,
composing the single fundamental problem of Computer Vision: "How can we create a system that
imitates the ability of the human visual system to detect objects?”.

Intelligence is defined as the ability to learn and understand, to solve problems and to make decisions.
Artificial intelligence (Al) aims to allow machines to perform tasks that would require intelligence if
performed by humans (Boden, 1977). In Al, a model replicates a decision process to enable automation.
Al models are mathematical algorithms that are “trained” using data and human expert input to
replicate a decision an expert would make when presented to the same situation, and provided that
same information. Ideally, the model should also reveal the rationale behind its decision to help
interpret the decision process. Most often, the training step involves the processing of large volumes of
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data through an algorithm to maximize likelihood or minimize cost, ultimately yielding a trained model.
By analyzing data from many sources, collected under different conditions, the model learns to detect
all the types of patterns and distinguish these when presented to them anew. A model attempts to
replicate a specific decision process that a human expert would make if they were presented new
available data.

Machine learning uses two techniques: supervised and unsupervised learning. In supervised learning,
there are the input variables (x) and an output variable (y) and the algorithm is tasked to figure out the
mapping function that best describes the translation of the inputs to the output (y=f(). When using
supervised machine learning, the learning algorithm is provided with known quantities to support future
predictions. Supervised learning is usually implemented for classification problems where the
association between inputs and output labels is sought or for regression problems where the aim is to
map input to a continuous output. In classification, the goal is to create a mapping function (f) from
input variables (x) to discrete output variables (y). Classification algorithms are used when the output is
a discrete label such as ‘tomato’ or ‘apple’, ‘green’ or ‘red’. In regression the aim is to create a function
(f) that maps input variables (x) to a continuous output variable (y). Such outputs could be the
‘crop_height’ or “fruit_weight’. Unsupervised learning is a technique where the machine tries to discover
patterns in the presented data by itself. When using unsupervised learning only the input data are
available. The goal is to model the structure or distribution of the input data in order to learn more
about them. Unsupervised learning is used to infer patterns from a dataset without labeled outcomes.
This present thesis revolves around a detection and classification problem in UAV images, and therefore,
supervised learning is exclusively used.

An artificial neural network is an information processing paradigm inspired by the way biological
nervous systems process information. It comprises a large number of highly interconnected processing
elements (neurons) working together in parallel to solve specific problems such as pattern recognition
or data classification through a learning process. Neural networks learn by example (training phase)
similarly to humans. They are not specifically programmed to perform a task, but they learn by
themselves how to solve each problem. There are two architectures of neural networks: first the feed-
forward networks that allow one-way travel, from input to output. They are straight forward networks
that associate inputs with outputs. They are usually used in pattern recognition. Second, the feedback
networks where the information can travel in both directions by using loops of forward and backward
propagations. This type of network is very powerful and can become very complex. Feedback networks
are dynamic, meaning that they are constantly changing until they reach an equilibrium point where
they remain until the input changes.

A neural network consists of three types of layers: the input layer, the hidden layers and the output
layer (Figure 9). The input layer is connected to the first hidden layer, which are connected with each
other, leading to the last hidden layer that is connected to the output layer. The input layer consists of
the information that is fed into the network; the hidden layers are determined by the activities of the
input layer and the weights of the connections between the input and the hidden layers. The output
layer depends on the activity of the hidden layers and the weights between the hidden and output layer.
The weights determine when each hidden unit is active. The weights are adjusted during the training

19



phase in such a way that the error between the generated output (predictions) and actual output
(labels) is minimised. This means that the neural network has to calculate how the error changes as each
weight increases or decreases. The most widely used method is the back-propagation algorithm
(Stergiou and Siganos, 2010). When the neural network finds an error, the algorithm calculates the
gradient of the error function, which is adjusted according to the network’s various weights. The
gradient of the last layer is calculated first, while the gradient of weights for the first layer is calculated
last. The calculations of the gradient from one layer are used again to determine the gradient for the
previous layer (Goodfellow et al., 2016).

=

INPUT LAYER HIDDEN LAYER 1 HIDDEN LAYER 2 OUTPUT LAYER

Figure 9. Schematic representation of a Neural Network.

The Universal Approximation Theorem (UAT) declares that only one hidden layer, with a finite number
of neurons, is enough for approximating any looked-for function (Hornik et al., 1989), summarising the
immense capacity of neural networks in problem solving. However, although a feed-forward network
with a single layer may theoretically be sufficient to represent any function, it may not only be infeasibly
large, but it would also clearly overfit to the training examples and therefore fail to learn and generalize
correctly (Goodfellow et al., 2016). For this reason, instead of attempting to achieve extremely large
layers, the focus has shifted towards deeper models that reduce the number of units required to
represent any function while reducing the amount of generalization error.

1.5.2 Deep Learning

Deep Learning is a subclass of Machine Learning algorithms whose peculiarity is its generally higher level
of complexity (Figure 10). The fundamental advantage of Deep Learning algorithms is that these models
can be trained on unstructured data, with unlimited access to information, and this powerful condition
provides them the opportunity to obtain more profitable learning. Deep learning is a form of machine
learning that allows computers to learn from experience and understand the world in terms of a
hierarchy of concepts (Goodfellow et al., 2016). In deep learning the computer operator (human) does
not need to specify the knowledge. Deep learning has gained popularity in recent years mainly because
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there are more data available that can be fed to learning algorithms and because only recently the
computational power of computing units has allowed the training of complex neural networks that are
big enough to make use of all the data available. The right choice of the Machine Learning technique is
based on the amount of data available and on the performance. When the amount of data is limited,
using large/deep neural networks makes little to no sense, as the gain would be small or even null
compared to smaller architectures and or other traditional Machine Learning techniques (Ng, 2017). The
main limiting factors when training a deep neural network is the computational power available.
Therefore, in some cases, it may be beneficial to use a small network as it will require less
computational power and is trained faster.

ARTIFICIAL INTELLIGENCE

A technique which enables machines
to mimic human behaviour

0

Artificial Intelligence

MACHINE LEARNING

Subset of Al technique which use
statistical methods to enable machines
to improve with experience

DEEP LEARNING

Subset of ML which make the
computation of multi-layer neural
network feasible

Figure 10. Artificial Intelligence and the hierarchy of Machine Learning and Deep Learning. (image source: Ospreydata.com4)

Convolutional neural networks (CNN) are a specific type of neural networks used to process data that
has a known grid-like topology or a combination of multiple arrays (Goodfellow et al., 2016).
Convolutional neural networks usually follow a typical architecture, which deviates from typical neural
network architectures due to their “depth” or simply complexity (Figure 11). The computer understands
images as an array of pixels, where the horizontal dimension is given by the number of input channels. A
grayscale image will be two-dimensional, while an RGB image will have three dimensions. Pixel absolute
values can naturally range to the depth (bits) of the image's channels. When comparing two images, all
values have to be equal for the pictures to be classified the same. Convolutional neural networks
compare images piece (user specified, usually rectangular, bounding boxes) by piece. The pieces that the
CNN is looking for are called features. Each feature can be seen as a mini image and each feature
represents a common part between the images. When a new image is presented to the CNN, the CNN
does not know where the features are located so it searches in every possible position. A map is created,
which actually is a filtered version of the original images and shows the matches between the images.
The same procedure takes place for every feature.

4 ) .
https://ospreydata.com/getting-to-know-ai-and-ml-models/
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Figure 11. Typical architectures of artificial neural networks (left) and deep neural networks (right) (Aslam et al., 2019).

Pooling allows the CNN to use large images and reduce their size while preserving the most important
information in them. If the data size is excessive the model will take a long time for training. During
pooling, a small rectangle (window) is slid across the image, keeping the maximum pixel value inside
each rectangle. This allows the CNN to locate features in an image without being concerned about its
location. By doing so it deals with the problem of computers being too literal (looking for an absolute
match), as otherwise the network would be useless with images that do not exactly match the training
data. ReLU or Rectified Linear Unit, which is a specific type of activation function, is another important
part of a CNN. The images are classified based on the probability of the output. Since the probability
ranges between 0 and 1 all negative values have to be changed to zero, which is what the RelU is
responsible for. This allows the CNN to keep working as it prevents it from getting stuck close to zero or
growing towards infinity. The product of the convolution and the pooling are reduced feature-filtered
images. Those images can be filtered and shrunken in deeper layers. An example of a very deep
convolutional neural network that consists of 16 convolutional layers, 5 maxpool layers and 3 fully
connected layers has been described by Simonyan and Zisserman (2014). With every step the features
become larger and more complex while the images become more compact. As a result, lower layers
represent simple features of the image, edges and bright spots, while higher layers represent the more
complex aspects of the image, shapes and patterns. At the end of a CNN, there is always at least one
layer called the fully connected layer. This layer considers the high-level filtered images and decides in
which class they belong. More than one fully connected layer can be part of a CNN. When classifying an
image not every feature has the same importance in the classification process. Some values are more
important when classifying an image as type A or type B. How important each value is, is expressed by
its weight which is determined during the training phase. The weights are chosen using back-
propagation. Back-propagation uses images of which their class is already known. These images are
presented to an untrained CNN. This results in every feature and weight having a random value. As the
process continues, the features and weights are evaluated by calculating the prediction error. The values
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are then adjusted, and the error is calculated again. The values with lower error are kept. This process is
repeated for every feature and weight and for every image in the network.

The final step in setting up a CNN is to set the hyperparameters, which are parameters whose values are
set before the learning phase. Some examples of hyperparameters are the number of the features, the
rectangle (window) size of each pooling layer, the stride (how many pixels the window shifts each time),
and the number of layers. The values of other parameters, such as the weights, are derived via training.
The hyperparameter values are decisions made by the designer. The possibilities are endless and there
is no correct or wrong way. The hyperparameters are usually chosen based on values tested by other
users that have shown to work well (LeCun and Bengio, 1995).

Summing up, the convolutional layer detects conjunctions of features from previous layers and creates a
feature map. The pooling layer is then used to merge similar features inside the feature map into one,
resulting in a pooled feature map. Pooling units reduce the dimensions of the representation and create
a spatial invariance to small shifts and distortions. A typical convolutional network architecture often
consists of two or three sets of convolution, a function to increase non-linearity (ReLU) and pooling.
Those are followed by more convolutional layers, a flattening step where the pooled feature map is
flattened into a vector in order to become the input for the last layer, which is the fully connected layer
whose purpose is to combine the features and classify the images (LeCun et al., 1995).

1.5.3 Object Detection - Yolo Algorithm

Object detection is one of the primary tasks in computer vision which consists of determining the
location on the image where certain objects are present, as well as classifying those objects. However,
object detection systems should not only classify objects in images, but also categorise them. Initially,
the first methods used to address this problem consisted of two stages: (1) Feature Extraction stage,
where different areas in the image are identified using sliding windows of different sizes and (2)
Classification stage, where the classes of the objects detected are estimated. A common method for the
implementation of the classifier across the image is a sliding window approach, with the classifier
running at evenly spaced locations over the entire image (Felzenszwalb et al., 2010). These approaches
were segmented to multiple stages and are very demanding in computational resources. Speed and
accuracy are the two prerequisites for which an object detection algorithm is examined, while these
initial systems are fundamentally very difficult to be optimized in both speed and efficiency.

Prior detection systems repurpose classifiers or localizers to perform detection, and then apply the
model to an image at multiple locations and scales. Finally, the high-scoring regions of the image are
considered detections. Recent approaches like the R-CNN and its variations use region proposal
methods to initially generate a number of potential bounding boxes across the image and then run the
classifier on these proposed boxes. During training with this approach, after every classification, post-
processing steps are used to refine the bounding boxes, usually by increasing the score of the best
performed bounding boxes and decreasing the worse ones, ultimately eliminating potential duplicate
detections (Girshick et al., 2014). Faster R-CNN is one of the most widely used two-stage object
detectors. In Faster R-CNN, detection is performed in two stages. The first stage uses a region proposal
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network, an attention mechanism developed as an alternative to the earlier sliding window based
approaches. In the second stage, bounding box regression and object classification are performed
(Figure 12). Faster R-CNN is fairly recognized as a successful architecture for object detection, but it is
not the only meta-architecture (Huang et al., 2017) able to reach state-of-the-art results.

classifier
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Figure 12. The Faster R-CNN detection pipeline (image source: Towardsdatascience.com’)

The YOLO model (You Only Look Once) uses a different, more efficient approach. It integrates the entire
object detection process into a single neural network, using features from an entire image to generate
each bounding box prediction. Therefore, it can perform all bounding box predictions, for all classes and
across the entire image, with a single network evaluation. Systems like YOLO that handle object
detection as a single regression problem straight from image pixels to bounding box coordinates and
class probabilities have constantly gained momentum since their release, mainly due to their
performance in both speed and accuracy for detecting and determining object coordinates (Redmon et
al., 2016). Initially, Yolo begins every inference by dividing the input image into an assigned SxS grid.
Each of these grid cells predicts an also assigned number of bounding boxes (B) and calculates a
respective confidence score for each predicted box (Figure 13). The confidence score represents the
model's level of confidence on the likelihood of that box containing an object, as well as the expected
accuracy of the prediction. The models confidence is calculated as: Pr(Object) * IOU(truth-pred), in order
to get the confidence scores for each individual box. If a grid cell contains no objects within it, the
confidence scores should naturally be zero. In the case that an object does exist within the grid cell, then

5 . ) . .
https://towardsdatascience.com/r-cnn-fast-r-cnn-faster-r-cnn-yolo-object-detection-algorithms-36d53571365e
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the optimal confidence score equals the intersection over union (IOU) (Figure 14) between the predicted
box and the ground truth, meaning that the model estimated correctly how close it came to the
assigned human-generated ground truth box.

Bounding boxes + confidence

LSEEE

S x S grid on input Final detections

Class probability map

Figure 13. The YOLO model detection pipeline (image source: Redmon et al., 2016).

Predicted box
Ground Truth

Area of Overlap
Intersection over Union (loU) = =

Area of Union

Ground Truth

Predicted box

Figure 14. Visualisation of the Intersection over Union (loU) (image source: Towardsdatascience.coms).
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Each generated bounding box consists of 5 predictions: x, y, w, h, and confidence. The (x, y) refer to the
coordinates of the center of the predicted bounding box (relative to the bounds of the grid cell), while
the (w, h) represent the width and height (relative to the entire image). The confidence prediction
represents the similarity (IOU) between the predicted box and any ground truth box, and is calculated as
explained above. Additionally, each grid cell predicts a number of conditional class probabilities,
Pr(Classi| Object), representing the probabilities of the grid cell containing an object of a certain class. An
entire set of class probabilities (equal to the number of classes used) is uniform for each grid cell,
regardless of the number of bounding boxes predicted. These conditional class probabilities are then
multiplied with the individual box confidence predictions, providing class-specific confidence scores for
each bounding box as:

Pr(Class | Object) * Pr(Object) * IOU(truth-pred) = Pr(Class) * I0U(truth-pred)

These scores are valuable metrics, since they incorporate both the probability of that class appearing in
that specific box, but also the detection’s overall quality (how well the predicted box fits the object
boundaries). This approach allows the model to perform training on "full images", something that
optimizes detection performance, while also making the model significantly faster and more consistent
with background errors (Redmon et al., 2016). The latter is a parameter of extreme importance,
especially in the context of agricultural aerial imagery, where the majority of images share background
pixels (usually soil) of similar patterns. Fast R-CNN is known for encountering difficulties in distinguishing
background and foreground pixels, often leading to mistakes, classifying background patches in images
as objects due to its inability to run on a larger context - a full image. As a reference, even the initial
version of YOLO makes less than half the number of background errors compared to Fast R-CNN
(Girshick, 2015; Redmon et al., 2016). Moreover, when YOLO is trained on natural images, it normally
outperforms top detection methods like Fast R-CNN and its variations, as it learns generalizable
representations of objects (Redmon et al.,, 2016). This, naturally, makes the entire model more
generalizable, gaining an edge when applied to new domains or, more importantly for agricultural
applications, unexpected inputs.

After the release of the original YOLO model, the algorithm has been upgraded five times within the
following five years, integrating several innovative ideas from international computer vision research.
The first three versions are researched and developed by the author of the YOLO algorithm, Joseph
Redmon. However, he announced to discontinue his research in the computer vision field after the
release of YOLOv3, after recognising the multitude of applications computer vision had in military
applications. Nevertheless, he did not dispute the continuation of research by any individual or
organization based on the early ideas of the YOLO algorithm. As a result, in 2020, a new update on the
YOLO algorithm, YOLOv4, was published by Alexey Bochkovskiy et al. (2020). Finally, after only a single
month after the launch of YOLOv4, researcher Glenn Jocher and the Ultralytics LLC research department
(who previously built YOLO algorithms on the Pytorch framework) published YOLOvV5, which impressed
the research community with its outstanding performance compared to all four previous versions
(Jocher, 2020). In the present thesis, the YOLOV5 architecture has been selected for the object detection
tasks, implemented in Pytorch.
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2. Literature Review

Automation in agriculture presents a more challenging situation compared to industrial automation due
to field conditions and the outdoor environment in general (Oetomo et al., 2009; Kirkpatrick, 2019).
Fundamentally, most tasks demand high accuracy of crop detection and localization, as they are both
critical components for any automated task in agriculture (Duckett et al., 2018). The fact that there is a
constant downwards trend of available agricultural labour force (Roser, 2019) also adds to this problem
and sets automation of several production aspects as a necessity. Accurate crop detection and
classification are essential for several applications, including crop/fruit counting and yield estimation.
Crop detection is often the preliminary step, followed by the classification operation, such as the
infestation level through identification of disease symptoms (Barbedo, 2019), or as per the subject of
the present thesis, maturity detection for the automation of harvest surveying. At the same time, it is
the single most crucial component on automated real-time actuation tasks, such as automated targeted
spraying applications or robotic harvesting.

Focusing on horticultural crops, automation in growth stage identification has been an open challenge
for multiple decades due to the very nature of the crops, which in their majority are high-value and
demand timely interventions to maintain top-cut yield quality. Moreover, as harvesting is one of the
most laborious operations throughout the growing season, especially for open-field vegetables, and at
the same time heavily affects the final quality of the produce, numerous different approaches have been
implemented to achieve automated mapping of crop growth across larger fields and assist harvesting.
One of the first attempts was performed by Wilhoit et al. (1990), who correlated the grey-level run
lengths of broccoli plant images captured in an indoor controlled environment with broccoli head sizes.
Their findings indicated an exponential relationship between the run functions of the images and the
area of the broccoli heads. Qui and Shearer (1992) were able to differentiate between various levels of
maturity for different varieties of broccoli by using the average response values from various frequency
bands. Shearer et al. continued their research, and in 1994 they used a similar approach to determine
the maturity of broccoli, this time using a single grey-scale line sampled from each broccoli flower head
image of their dataset, and then using a co-occurrence texture analysis method. Ramirez (2006)
collected an RGB imagery dataset and a set of simple image processing techniques to identify broccoli
heads. Tu et al. (2007) was the first to combine image analysis techniques and neural networks to
identify broccoli quality parameters, although their initial dataset consisted of only broccoli heads
imaged on a white light stable background, isolated from the leaves.

As developments in computer vision allowed the research to move from simple image analysis
frameworks to more complex and automated pipelines, the interest shifted towards Artificial
Intelligence during the start of the current century. Commercial RGB cameras and machine learning
algorithms can provide affordable and versatile solutions for crop detection. Computer vision systems
based on deep CNN (LeCun et al., 2015) are immune to variations in illumination and large inter-class
variability (He et al., 2016), both of which have posed challenges in agricultural imaging in the past, thus
achieving robust recognition of the targets in open-field conditions. Recent researches (Bargoti and
Underwood, 2017, Sa et al., 2016) have shown that the Faster R-CNN (region-based convolutional neural
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network) architecture (Ren et al., 2015) can produce accurate results for a large set of horticultural
crops and fruit orchards. Bargoti and Underwood (2017) also used a Faster R-CNN network for crop,
trained on orchard images captured by a robotic ground vehicle, creating a tree dataset of apples and
mangoes, as well as another separate one for almonds, captured by a Digital Single-Lens Reflex camera
(DSLR). They achieved an Fl-score of 0.9 for the robot-captured mango-apple dataset, outperforming
their almond DSLR dataset, which achieved a 0.77 F1-score. This specific finding might indicate that the
sensing device might in several cases not be as important as the crop features and how easily they can
be captured in the training images. However, it should be noted that in both tests, the authors used
several data augmentation techniques, something that might have cancelled some advantages of the
DSLR imagery. Sa et al. (2016) used a VGG16, the perceptual backbone in the Faster R-CNN architecture
(Simonyan and Zisserman, 2015) trained on ImageNet (Deng et al., 2009) to detect greenhouse peppers
and melons, achieving an Fl-score of 0.83. Their dataset consisted of 4-channel arrays, generated from
the fusion of an RGB and NIR sensor, which is quite similar to the approach used in this thesis.
Madeleine et al. (2016) integrated a Faster R-CNN to a multi-sensor framework consisting of an imaging
sensor and a LiDAR to detect mangos. Kusumam et al. (2017) used an RGB-D camera mounted on a
terrestrial vehicle and a 3D image analysis pipeline consisting of a histogram-based feature extraction
and an automated classifier (SVM) for the detection of high-maturity broccoli heads. Birrel et al. (2020)
deployed a YOLOv3 object detector and a Darknet object classification network to investigates their
potential to initially detect and then classify iceberg lettuce based on their maturity in real-time and
under open-field conditions, in order to automate the harvesting operations with an autonomous
terrestrial harvester. Chen et at. (2019) utilized UAV RGB orthoimages the Faster R-CNN and ResNet-50
networks to develop strawberry detection system for yield estimation. Furthermore, crop detection
results have been integrated by data association approaches, by employing object tracking or mapping
to perform fruit/head counting for row-based crops (Liu et al., 2019). Santos et al. (2020) compared
YOLO and Mask R-CNN on their ability to detect and cluster wine grapes, and also evaluated their
performance with a Mask R-CNN instance segmentation architecture approach. Koirala et al. (2020)
used a set of YOLO and RCNN variations to detect mango tree panicles. Junos et al. (2021) used a
modified YOLOv3 model to detect loose oil palm fruits on the ground, using an RGB image dataset
collected from a very small UAV (DJI Tello). Mutha et al. (2021) used YOLOv3 to detect and classify the
maturity of the tomatoes using an RGB image dataset. Garcia-Manso et al. (2021) used a Faster R-CNN
modification, using only square base Regions Of Interest (ROIs) (Lin et al., 2017) to detect and categorise
broccoli heads on proximal images based on their maturity level, and how close they are to optimal
harvesting.

In recent horticultural research literature, several studies have also focused on the localization of
broccoli heads, without any evaluation on their maturity. Blok et al. (2016), used a methodology based
on texture filters, applied on data of 228 broccoli heads. Though it presented a high precision, the recall
was relatively low due to overfitting and generalization problems of the algorithm. However, in 2021,
the same authors introduced deep learning techniques in their pipeline, achieving better broccoli
location and segmentation results, while succeeding in an overall more robust solution with significantly
improved generalization than in their initial study (Blok et al., 2021). Le Louedec et al. (2020), used a
system for the localisation of broccoli heads, based on 3D information obtained from RGB-D sensors,
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along with a CNN auto-encoder trained for the task of semantic segmentation using these 3D
information. Bender et al. (2020) used a Faster Region-Based architecture to locate broccoli and
cauliflower plants (not the harvestable heads) using hyperspectral data collected by a terrestrial robot
(Ladybird). Finally, Zhou et al. (2020) compared 3 different deep architectures (GoogleNet, VGG16, and
ResNet 50) for the segmentation and localization of broccoli heads, followed by a grading based on the
head quality (e.g. presence of yellow or black spots) and a regression to estimate yield (head weight).

Broccoli is an example of a high-value crop that requires delicate handling throughout the growing
season and during its post-harvesting handling. As the broccoli head can be easily damaged, resulting in
visible stains, it is thus still harvested by hand using handheld knives. On top of that, it allows for a very
strict time window of "optimal maturity" when the high-end quality broccoli heads should be harvested,
before they remain exposed for too long in high humidity conditions and become susceptible to fungal

infections and quality degradation. Even slight delays from this time window can result in major losses in
final production (Figure 15). However, manual harvesting is a very laborious task, not only for the
process of harvesting itself, but for the scouting required to initially identify the field segments where
several broccoli plants have reached this maturity level. This scouting process is performed on foot, as
agricultural vehicles cruising across the fields result in soil compaction, something highly undesirable in
horticulture, especially in the case of organic systems (Soane and van Ouwerkerk, 1994).

Figure 15. Examples of broccoli fields at full bloom, representing losses due to errors in harvest planning.

This case creates a very interesting challenge. First, the scouting process can be automated using
machine learning, drastically increasing the overall efficiency and reducing human effort required. At the
same time, UAVs can act as a double-benefit factor. They can easily supervise large areas rapidly, while
diminishing any potential soil compaction problems. There is a growing need for automated
horticultural operations due to increasing uncertainty in the reliability of labor and to allow for more
targeted, data-driven harvesting (Bechar & Vigneault, 2016). The scope of this thesis is to deploy a state-
of-the-art object detection CNN model, YOLOVS5, to assess its potential in maturity classification of open-
field broccoli plants, by using a multispectral image dataset collected from low altitude UAV flights.
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3. Materials and Methods

3.1 Experimental Overview

The experiment took place in Marathon region, Greece, in a commercial organic vegetable production

unit. This region is specifically known for its horticultural production, being the main vegetable provider

for Athens, the capital of Greece. The aim of the experiment was to collect low-altitude multispectral

imagery of broccoli crops, and to this end, the timing of the data acquisition flights was specifically

designed to be performed a few hours prior to the first wave of selective harvesting. This was desired

for two (2) reasons: 1) to ensure that the entire field was intact (no broccoli heads were harvested),

maximising the number of sample density in every image and the generated field orthomosaic and 2) to

make sure that individual plants of different maturity levels were present across the field, as it was at
the very start of the harvesting season. The selected experimental parcel was located in the south-west
part of the production unit, expanded on an area of 1 ha. The segment on which the ground truth

targets were deployed covered slightly more than half of it (Figures 16 and 17).
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Figure 16. The location of the selected experimental parcel.
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Figure 17. The segment of the experimental parcel that was selected as our area of interest.

Data collection was performed by two quadcopter drones, a DJI Phantom 4 Pro (SZ DJI Technology Co.)
and a custom quadcopter, each mounted with identical multispectral cameras (Parrot Sequoia+) (Figure
18). The UAVs generated low-altitude aerial imagery datasets of four (4) spectral bands using the
respective monochromatic global shutter sensors of the camera, along with RGB imagery using its rolling
shutter sensor. The central wavelengths of each single-band channel are 530-570 nm, 640-680 nm, 730-
740 nm and 770-810 nm respectively for the monochromatic sensors, with a £ 40nm spectral band
width. At the same time, the integrated RGB camera of the DJI Phantom 4 UAV was also used to execute
flights and generate individual datasets at the same altitude and overlap values as the Sequoia RGB
flights. The specifications of each sensing system are presented below (Table 3). Moreover, both sensing
arrays were equipped with the default Parrot Sequoia irradiance sensor to ensure that the captured
imagery were radiometrically accurate, while an additional manual radiometric calibration was
performed prior to each flight using a reflectance 4-band calibration panel (Airinov Aircalib). The
individual raw images were saved on the internal memory of the sensor, to eliminate the potential of
communication disruption with the SD cards located inside the irradiance sensor. The monochromatic
images were saved as RAW 10-bit TIFF files and the RGB imagery in JPG format, accompanied by the
georeferencing metadata of each image.

Table 3. The technical specifications of the mounted sensors.

Parameter Monochromatic sensors Sequoia RGB Phantom RGB
Pixel size 3.75 um 1.34 um 2.41 pm
Focal length 3.98 mm 4.88 mm 24mm
Resolution 1280 x 960 4608 x 3456 4096x2160
HFOV 62° 64° 74°
VFOV 49° 50° 51°
DFOV 74° 74° 84°
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Figure 18. The two UAVs deployed for the experiment and their preparation.

3.2 Data Acquisition Methodology

The flight missions were executed during the time window between 11:00 and 13:00 (when the solar
elevation angle was greater than 45°), to avoid drastic deviations in solar illumination between flights,
with the two (2) UAVs performing flights consecutively in rotation. The flights were executed with
similar flight parameters for both UAVs, operating at a fixed altitude of 10m AGL, which is considered
consistent as the field was leveled by a flattening cultivation roller approximately 4 months prior to the
measurements. Both sensors were set to capture images at a fixed interval of 2sec/capture, and
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therefore the flightplans were designed around this parameter. The side and front overlaps were both
selected to be 80%, resulting in a cruising speed of approximately 0.9 m/s and 1.1 m/s for the
multispectral and RGB flights respectively. Finally, the orientation of the flight lines was selected to be
parallel to the orientation of the planting rows. The flightplan parameters for each generated dataset
are presented in the following table (Table 4). The generated flightplans executed by the UAVs are also
presented below (Figure 19). Throughout the data collection day, a total of five (5) flights were
executed, resulting in the creation of three (3) multispectral and two (2) RGB datasets.

Table 4. Flightplan parameters for each dataset.

Parameter Multispectral RGB
Frontal overlap 80% 80%
Side overlap 80% 80%
Flying speed 0.9 m/s 1.1 m/s
Photo interval 2 sec 2 sec
Altitude AGL 10m 10m
GSD 0.95cm 0.25cm

Figure 19. Example of the generated flightplan, for the multispectral data collection.

Before the start of the data collection flights, a total of 45 ground truth targets were deployed and
stabilised across the field, to support the annotation stage (explained in next chapter). The targets
indicated the maturity level of selected broccoli crops, as they were categorised by an expert
agronomist who participated in the process. The human expert would indicate a total of 15 broccoli
heads of 3 different broccoli maturity classes. These classes ranged from 1 to 3, with class 1 representing
immature crops that will not be harvested for at least during the following 15 days, class 2 representing
heads that are estimated to reach harvesting level within a week, and finally, class 3 which contained
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exclusively “ready to harvest” heads. Due to the high humidity of the air near the surface and the
constantly wet soil, the targets were enveloped inside transparent plastic cases, to protect them from
decomposing as they would remain on the field for approximately two hours. The cases had been tested
in the university campus to verify that the labels (numbering) remained visible from the UAV imagery. In
case a ground truth label was covered heavily by surrounding leaves, a bright yellow point-like object
was also placed nearby as a pointer. Examples of the deployed targets are presented below (Figure 20).

Figure 20. The deployed maturity ground truth targets and the bright “index” pointers.

3.3 Dataset Pre-processing

The first step of the data processing phase was to generate the orthomosaic maps from each flight. For
this process, the photogrammetric software Pix4D Mapper (Pix4D SA) was used, generating a total of
two (2) RGB orthomosaics and three (3) multispectral ones. The RGB orthomaps were exported as 3-
band georeferenced TIFF files, while the multispectral one were exported as individual single-band tiffs
and merged with each other using a GIS (QGIS), also resulting in georeferenced (5-band) TIFF files. In the
following step, the best orthomosaics were selected for each dataset. This was done to make sure that
the final dataset(s) that are going to be presented to the machine do not contain duplicates of the same
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crops, as this would increase the initial bias of the experiment. For both the multispectral and the RGB
dataset, after close inspection, the mosaic of the second flight with the DJI Phantom was selected as it
produced the best result (less blurry spots and zero holes in the mosaic), potentially indicating that the
flight conditions were better during that time window and enabled the UAV to perform its flight in a
more optimal way with less disruptions (further explained in the Discussion section).

Once the mosaics were selected, the next step was to create the two datasets that were initially aimed
to be fed to the model. As the following step involved image labeling on individual images, the
annotations would be best drawn on top of a high resolution layer, to avoid errors and mistakes. The
RGB mosaic has four times higher GSD and thus sixteen times higher resolution compared to the
monochromatic ones. For this reason, the decided strategy was to initially rectify the two raster layers
(orthomosaics) using ground control points, and then once they were aligned, the low resolution layers
(multispectral) would be resampled to the resolution of the RGB layer. This was done, not only to
increase the annotation accuracy, but also for another critical reason. The annotating format for the
YOLO model requires a pixel-positioning encoding, meaning that once drawn, each annotation file is
exported in the form of a text file containing the sequence of the four (4) coordinates of each bounding
box within the image. Therefore, to make sure that the same annotations are used in each experiment
regardless of dataset, all layers should initially be aligned, and resampled to the same resolution.

The result of the previous step was 2 aligned orthomosaics with the same resolution, one containing
only the RGB layers and the other one the RGB layers but also including the additional monochromatic
layers (Red-edge and NIR) of the multispectral camera. As both mosaics were georeferenced, an initial
crop with a rectangular vector layer was performed in QGIS to eliminate the majority of the black, zero-
valued pixels that were created during the mosaicking process (the exported TIFF mosaic is written in a
minimum-bounding-box method, surrounding the mosaic map with black pixels to create a rectangle,
were all bands are assigned a zero value for the pixels not containing any data). This step however
served another purpose, as the next phase involved “cutting” the mosaics into smaller images so that
they can be used as input to the CNN. This was easily performed using Python, with a simple script that
iterated an entire rectangular mosaic and then copied the first X number of pixels in one direction and Y
number of pixels in the other direction, for all bands of the initial mosaic, and then saving them as a new
image. In our case the desired image dimensions were 500 x 500 pixels, and therefore the step for each
loop (one for each axis, as the mosaic gets scanned) was set to 500. This resulted in two (2) datasets of
images with a resolution of 500 x 500. The datasets were then reviewed manually, to eliminate any
potential instances with high blur or poor mosaicking areas.

The final step of the preprocessing was the labeling. In this phase, a single dataset was imported to the
Computer Vision Annotation Tool (CVAT’), and the images were annotated using the ground truth labels
as a basis (Figure 21). The annotations consisted of rectangular boxes assigned with the respective
maturity class of each broccoli head they contained. The annotations naturally applied for both datasets
thanks to the preprocessing strategy described in the previous steps. Each of the final datasets
contained a total of 288 images with over 700 annotations (Figure 22).

7
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Figure 22. The annotation instances’ representation and size plot.
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3.4 Model Training

The final step of the analysis involved the training of the YOLOvV5 model with the two generated
datasets. The data was split 70/30 between training and validation and the model was trained by
adjusting YOLQO's native resolution to that of our images. The selected weights of the network were the
YOLOv5L, which were trained from scratch. Moreover, data augmentation was applied during the
training phase to improve network generalization. Two types of image augmentation were applied,
image flips (all directions) and image mosaicking (merge-in-one), to assist the network in effectively
identifying smaller objects, such as class 1 broccoli heads or larger heads that got "cut" into different
images during the mosaic tiling phase, now only covering a few pixels each. The number of epochs was
set to 300 for all repetitions, while batch size was a parameter that was further explored with separate
tests, as it can generally affect the way that the model generalises, but at the same time, requires high
computational power to achieve greater batch size training. The overview of the selected training
hyperparameters is presented below (Table 5). The training took place exclusively in a desktop Windows
computer with a GeForce RTX 2080 Ti (NVIDIA Corporation) Cuda GPU and a 16-core AMD Ryzen
Threadripper 1950X (Advanced Micro Devices, Inc.) CPU.

Table 5. Overview of the hyperparameters used for the model training.

Hyperparameter Value

Learning rate (start) 0.00658

Momentum 0.934

Weight Decay 0.00047

Warmup Epochs 5

Warmup Momentum 0.90

Intersection Over Union threshold 0.2

Augmentation Image flipping (0.5), Image mosaicking (0.5)
Epochs 300

Image size 500 x 500

Batch size 2,4&6
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4. Results

For the evaluation of the model’s performance, a set of widely used metrics was selected. Precision and
Recall is a set of fundamental machine learning evaluation metrics. Precision is the fraction of relevant
instances among the retrieved instances, while recall is defined as the fraction of samples from a class
which are correctly predicted by the model. As these two parameters have an equilibrium dynamic, a
common way to visualise them is with a Precision-Recall curve that shows the tradeoff between
precision and recall for different thresholds. A high area under the curve represents both high recall and
high precision, where high precision relates to a low false positive rate, and high recall relates to a low
false negative rate. High scores for both Precision and Recall simultaneously show that the classifier is
returning accurate results (high Precision), as well as returning a majority of all positive results (high
Recall). Another very popular evaluation metric which combines the two aforementioned metrics is the
Fl-score, which is essentially the harmonic mean of Precision and Recall. The aforementioned metrics
are therefore calculated as:

TP TP Precision=Recall
ision = ————— = —— Fl1=2x
Precision TP+ FP Reca TP+ FN Precision+Recall

Average precision (AP) is the area under the recall-precision curve, and is considered the standard
performance measure for object detection. AP[0.5:0.95] corresponds to the average AP for loU from 0.5
to 0.95 with a step size of 0.05. In the case of AP at loU threshold 0.5, the confidence score threshold is
set to 0.5 and the loU threshold is also set to 0.5. The results of the training iterations of each dataset
are presented in the following table (Table 6). The “progress” plots of specific metrics throughout each
training iteration, along with the associated Precision-Recall curves, are presented in order (Figure 23 -
29). Finally, an example of a trained model’s detections is presented (Figure 30).

Table 6. The overview of the experimental results and the best metrics achieved in each iteration.

Batch, epochs

dataset Precision Recall F-1 score Map@0.5 Map@0.95
2,300, RGB 0.87 0.93 0.812 0.882 0.652
2,300, Multi 0.87 0.91 0.826 0.874 0.661
4, 300, RGB 0.86 0.88 0.818 0.865 0.663
4, 300, Multi 0.89 0.94 0.817 0.88 0.671
6,300, RGB 0.86 0.912 0.821 0.88 0.651
6, 300, Multi 0.88 0.884 0.829 0.873 0.666
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Figure 23. The progress of Precision, Recall and MaP at the two thresholds.

6, 300, Multispectral

Precision
0 200
MAP@0.5
0.8 -
0.6 -
0.4 -
0.2 -
0.0 -
0 200

— 10.699
——— 20.826
— 30.916

0.8 1

0.6

0.4 1

0.2 4

0.0 T T T T

0.0 0.2 0.4 0.6 0.8 1.0

Recall

Figure 24. The PR curve of the iteration (3, 300, RGB)
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Figure 26. The PR curve of the iteration (4, 300, RGB).
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Figure 27. The PR curve of the iteration (4, 300, Multispectral).

1.0

0.8 4

0.6 4

0.4 1

0.2 |
.

0.0 T T T r

0.0 0.2 0.4 0.6 0.8 1.0
Recall

Figure 28. The PR curve of the iteration (6, 300, RGB).
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Figure 29. The PR curve of the iteration (6, 300, Multispectral).

Figure 30. Examples of labelled images (left) and model detections (right) with their respective confidence scores.
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5. Discussion

The results of the training and validation experiments indicate that the model is clearly able to perform
very well for the task of automated maturity detection. All experimental iterations maintained an F-1
score higher than 0.81 and a MAP@0.5 higher than 0.865, which are solid performances considering the
open-field nature of the datasets. Across all iterations, the best possible Precision, Recall, F-1 score and
MaP at loU 0.95 were achieved by the multispectral dataset, while the MaP at loU 0.5 demonstrated no
major differences between the best performing iterations for both datasets. An interesting finding is
that no major differences in performance were observed between these two datasets. This might
indicate that the RGB sensors, which are both significantly easier to purchase and operate (regarding
data processing), can yield strong results, without the need for multispectral instruments. Naturally, this
is only a hypothesis and multiple iterations with different flights across different cultivation seasons
should be performed before reaching this conclusion. From a physical point of view, however, it is
reasonable that the wavelengths in the visible spectra and especially the Green and Blue bands can have
a greater impact in maturity assessment, as significant changes occur in these wavelengths when
broccoli crops shift towards later maturity stages. Moreover, broccoli heads have one of the highest
transpiration rates across all horticultural crops (Kader and Saltveit, 2003), and as a result, might not
exhibit the same biochemical thermoregulatory operations, that are directly connected to NIR
reflectance rates, as other crops (Lillesaeter, 1982).

Regarding the performance of the YOLOV5 model, the best overall performance was achieved by the
multispectral dataset at a batch size of 4. This is logical as medium batch size values tend to provide
sufficient regularisation, without taking a significant coil on the computation resources. In the present
experiment, a batch size of 6 was the greatest value that could be achieved without the GPU
overloading. The most noticeable performance is this iteration’s Recall of 0.93, which despite its
maximum Precision of 0.89 (also the highest Precision score achieved) displayed a relatively low
maximum F-1 score (0.817) compared to other iterations. This can be easily explained as the maximum
Precision and Recall values reported simply did not occur during the same epoch, indicating a more
“dynamic” tradeoff between these two metrics, something that can also be observed in its PR curve
(Figure 31).

Regarding the performance on each individual maturity class, the highest performing class among all
iterations was maturity class 3, followed by class 2 and finally class 1. This is also expected due to a
variety of reasons. Initially, larger broccoli heads naturally cover more space in the image, and are
therefore more distinguishable in the first place. The initial stage of our pipeline, similarly to all object
detection and classification tasks, involves the detection of the broccoli heads, and then, once detected,
their classification. A simple reason that class 3 outperforms the other two, while being the second most
represented class, and therefore bias from over-representation are excluded, is because the machine
can more easily detect them in the first place. At the same time, most class 3 detections were
performed with a high confidence score, as demonstrated below (Figure 33).
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Figure 31. Another example on the detection confidence for the different maturity classes.

From the above image we can observe that all class 3 broccoli heads were detected with a confidence
score of 0.8-1. At the same time, two existing maturity class 1 broccoli heads were not detected as an
object in the first place, due to their smaller size. This image can also give another interesting indication,
as we can see that a class 1 broccoli has been detected successfully, but classified as class 2 instead. This
is another logical outcome considering that the “boundaries” between classes was an approximation
method for field labeling, and not an actual measurable metric. As a result, some level of confusion
might occur even for a human observer tasked to separate instances of these two classes. Therefore,
taking into consideration that the model had a relative difficulty in separating broccoli heads of class 1
and 2, while performed exceptionally well on broccoli heads of later maturity stages (class 3), a
speculation could be made that, in future research, the model would potentially yield even better
results and demonstrate a stronger performance, if the problem presented was a simplified “ready to
harvest” and “not ready yet” 2-class problem.

On a more technical aspect, the present study has been an excellent opportunity to obtain knowledge
regarding the proper planning and deployment of such experiments. First of all, during the
orthomosaicing process, it is a common phenomenon that the flight lines around the perimeter of the
flight plan, which often also reflect the boundaries of the experimental field, are the ones with the
lowest values of overlap. This is because this area is only scanned once throughout the entire flight, and
thus the surrounding areas are only captured in the images of a single flight line (Figure 32). This can
easily result in poor mosaicking quality in these areas, and if the majority of the targets are placed there,
the entire mission is at risk of being fruitless. However, these areas around the perimeter of the field are
the easiest ones to deploy ground truth targets on, as they are easily accessible, the targets are not
covered by vegetation, and the lower humidity level can potentially increase the time the targets can
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“survive” before getting soggy because of the humidity, if not protected properly (as described in the
Materials and Methods section). This can create a “trap”, which should always be considered, and the
ground truth targets should be properly scattered towards the middle of the experimental area and
ideally across a larger area.

Number of overlapping images: 1
Figure 32. Number of overlapping images computed for each pixel of the orthomosaic.

Finally, as the timeframe during which data collection can be performed for this specific type of
experiments is very strict, utmost attention should be given in minimising as many risks as possible
before committing to the field visit. One of the most unpredictable factors for all UAV missions is the
weather. Certain UAVs have the capacity to perform flights under harsher conditions, while known
thresholds are always a safety switch for the pilots to potentially cancel high-risk missions in time if they
judge that the conditions do not allow for a safe flight. Weather forecasts can mitigate this risk to a
certain extent by giving the pilots enough time to adjust/select the appropriate fleet for each mission
based on the conditions they expect to encounter, however, drastic changes, especially in wind speed
and direction, are anything but rare. The reason two UAVs of different operation capacity were
deployed for this experiment was because there was a forecast indication of potential strong gusts (of
over 55km/h) during the day of the data collection. As described in the Experimental Layout section, this
experiment only allows for a window of a few hours, as harvesting operation cannot be further delayed
in commercial farms, and flights should be performed in a very efficient manner regardless of
unpredicted conditions.
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6. Conclusions

With the completion of the present thesis some of the aspirations that hopefully have been achieved is
that not only new knowledge on the research subject of agricultural computer vision and artificial
intelligence in horticulture has been created, but also that thought for future research on this critical
topic has been nurtured. | am confident that the methodology described in this thesis has proven to be
both efficient, based on the overall framework that was implemented across all steps and phases, as
well as effective, based on the results that it yielded. At the same time, the documentation on aspects of
optimal data acquisition preparation for challenging UAV flights, such as the ones presented here, as
well as technical difficulties similar to the ones encountered during this experiment, will hopefully serve
potential future researchers that will continue this research in the same domain, or transfer this
knowledge to their respective field. Finally, as the focal point of this research is an open agricultural
problem, it is of utmost importance that future research will uphold the principles that constitute the
essence of modern Agriculture: to ensure food security for the human population and to safeguard the
environment through sustainable development.
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